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Substantial behavioral evidence suggests that attention plays an important role in working memory. Frequently,
attention is characterized as enhancing representations by increasing their strength or activation level. Despite the
intuitive appeal of this idea, using attention to strengthen representations in computational models can lead to
unexpected outcomes. Representational strengthening frequently leads to worse, rather than better, performance,
contradicting behavioral results. Here, we propose an alternative to a pure strengthening account, in which attention
is used to selectively strengthen useful and weaken less useful components of distributed memory representations,
thereby pruning the representations. We use a simple sampling algorithm to implement this pruning mechanism
in a computational model of working memory. Our simulations show that pruning representations in this manner
leads to improvements in performance compared with a lossless (i.e., decay-free) baseline condition, for both
discrete recall (e.g., of a list of words) and continuous reproduction (e.g., of an array of colors). Pruning also offers
a potential explanation of why a retro-cue drawing attention to one memory item during the retention interval
improves performance. These results indicate that a pruning mechanism could provide a viable alternative to pure
strengthening accounts of attention to representations in working memory.
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Introduction

Attention and working memory (WM) are closely
related concepts. Some accounts of WM identify
core WM with attention.1 Others propose that
attention maintains information in WM, which oth-
erwise deteriorates.2 Still others hypothesize that
attention selects WM representations for use in
cognitive operations.3 Despite differences between
these accounts, they concur on one point: attention
is important for WM.

One line of evidence for attention’s importance is
that performance suffers when attention is directed
away from information one is trying to remember.
For example, in studies of cognitive load, researchers
manipulate the proportion of a retention inter-
val during which attention is required for a sec-
ondary task (e.g., Refs. 4–6). When this proportion
is greater, cognitive load is considered higher, and
performance deteriorates (e.g., Refs. 7 and 8).

A second line of evidence comes from retro-cue
effects. In various WM tasks, retro-cues are pre-
sented between memory array offset and test, draw-
ing attention to a subset of memory. Performance
is better following valid cues (i.e., ones directing
attention to the information subsequently tested)
than when no cue is presented or when cues direct
attention to nontested information (e.g., Refs. 9–11;
for review, see Ref. 12).

How does attention produce effects like these?
One explanation is that attention strengthens WM
representations (i.e., heightening their activation
or association with retrieval cues), a process often
termed refreshing (e.g., Refs. 13–15). Refreshing
is often assumed to counteract effects of decay or
interference, which otherwise weaken or degrade
representations, rendering them unusable (e.g.,
Refs. 16–18). We refer to the idea that attentional
refreshing serves to strengthen representations as a
pure strengthening account.
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221Ann. N.Y. Acad. Sci. 1424 (2018) 221–238 C© 2018 New York Academy of Sciences.



Pruning working memory representations Shepherdson & Oberauer

A pure strengthening account causes problems
when instantiated in formal models. One prob-
lem stems from interitem competition for access
to the focus of attention used for strengthening.
For instance, in implementing strengthening in a
computational version of the time-based resource-
sharing model (e.g., Refs. 2, 7, and 17), Oberauer
and Lewandowsky18 had to include an upper limit
on representational strength. Without this limit,
just-strengthened items dominated the competition
for attention and were often refreshed (i.e., strength-
ened) again. As a result, one or two items would
become much stronger than all others, blocking the
latter’s retrieval. This leads to a deterioration in per-
formance that is inconsistent with empirical find-
ings (e.g., Ref. 19).

A second problem for pure strengthening involves
scenarios where representations share a representa-
tional medium, as is true of distributed WM models
(e.g., Refs. 19–21). In this framework, represen-
tations are superimposed onto a common set of
feature-coding units or a common set of connection
weights in a neural network. Multiple represen-
tations thus distort each other. This provides
distributed models with many advantages (e.g.,
inherent interference-based restrictions on capacity
and precision and a straightforward account of
similarity effects21,22). It implies, however, that
representational strengthening is a zero-sum game:
beneficial to whatever is strengthened but destruc-
tive to other representations sharing the medium.

A particular challenge for any model of how
attention helps WM is the observation that attend-
ing to information can improve performance
beyond the baseline level that exists when infor-
mation is recalled immediately post-encoding. For
instance, attending to information in memory can
improve performance for that information rel-
ative to an immediate-test baseline, sometimes
even without comparable costs for nonattended
information.10,14,23 It is not clear how a pure
strengthening account could explain this.

In this article, we suggest and implement an alter-
native to the idea that attention merely strengthens
WM representations. Our proposal is that atten-
tion may serve to selectively strengthen some
components of a distributed representation while
weakening others; that is, to prune representations.
Specifically, pruning strengthens those components
of a representation that differentiate it from others

simultaneously held in WM, while weakening those
shared with other representations. We incorporate
this idea into a distributed WM model using a simple
sampling algorithm, which gradually makes mem-
ory representations more distinct and less subject to
interference. Across four simulations, we show that
(1) pruning representations this way can improve
recall for limited sets of discrete items (e.g., words);
(2) pruning representations can improve recall of
information taken from a continuous circular space
(akin to delayed estimation tasks using color or ori-
entation stimuli); (3) focusing the attention-based
pruning mechanism on single representations can
improve recall performance for the attended rep-
resentation (akin to the retro-cue benefit); and (4)
pruning targeted representations can improve recall
of both attended and unattended representations.

Modeling framework

As described earlier, some problems for pure
strengthening accounts are particularly salient when
WM representations compete for attention and
share a representational medium. Because we
wanted to determine whether our alternative could
overcome these problems, we used a modeling
framework incorporating both overlapping, dis-
tributed representations and competition between
retrieval candidates. This took the form of the two-
dimensional distributed representations of item-
context bindings that one of us used previously (e.g.,
Refs. 6,19, and 21). We outline the basic mechanisms
of this framework next.

Figure 1 provides a schematic illustration of how
information is stored in our model: as bindings
between contexts and contents (i.e., items). A con-
text can take any form, but in WM experiments, it
is often a location in space or a serial position in a
list. Content refers to the noncontextual properties
of the stored item, such as color for visual stimuli or
phonological information for words. For simplicity,
both contexts and contents are illustrated in the fig-
ure as one-dimensional binary vectors. To encode
the binding between the two (i.e., to store a rep-
resentation of a content in a context), the vectors
are multiplied, and the outer product stored in the
two-dimensional memory space. Formally, let M0

be an n × m weight matrix reflecting the state of the
memory space pre-encoding, and let M1 reflect its
state post-encoding. Then,
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Figure 1. Schematic illustrating how a binding between a context (e.g., serial position and location) and a content (e.g., word
and color) is stored in WM for the purposes of our simulation. The top- and left-most vectors in each panel of the figure show the
distributed representations of a single context and a single content, respectively (here represented in a purely binary fashion). A
binding between these vectors is stored in memory (the 10 × 10 grid) through multiplication.

M1 = M0 + bNX, (1)

where N is a column vector of length n represent-
ing the content to be encoded, X is a row vector
of length m representing the context to which it is
bound, NX is the product obtained through matrix
multiplication, and b is the learning rate, a parame-
ter determining encoding strength.

Once information is encoded, it must be
selected—either to allow attentional operations
(e.g., strengthening) to take place or for recall. This
is accomplished using context vectors as retrieval
cues. The weight matrix is multiplied by the context
vector, providing a noisy estimate of the bound con-
tent. The similarity s between the resulting vector vi

′
and each retrieval candidate vj is determined in the
manner of Oberauer et al.21:

s (v′
i
, vj ) = exp

[
−c D (v′

i
, vj)

2
]
, (2)

where D is the Euclidian distance between the
vectors, and c is a constant determining how steeply
similarity decreases with increasing distance.
Following Oberauer et al.,21 we set c to 1.3 and
normalized distance by subtracting the minimum
distance across retrieval candidates from each
candidate’s distance. One candidate is then selected
probabilistically on the basis of the similarity scores.
For instance, if one candidate is highly similar to the
retrieved vector vi

′ while the other n − 1 candidates

are highly dissimilar, the former will be selected with
probability approaching 1. By contrast, if all can-
didates have equivalent similarity to the retrieved
vector, each will be selected with probability 1/n.

The pruning algorithm

Within this framework, pruning is implemented as
follows. First, an item is attended to (i.e., selected
for pruning). A context vector is used as a retrieval
cue, and a candidate item is chosen probabilistically,
as described above. However, whereas a standard
strengthening mechanism uses the entire context
vector for this, our pruning mechanism randomly
samples the vector’s elements instead. Second, the
selected item is re-encoded into memory. Whereas
a strengthening mechanism re-encodes the bind-
ing between this item and the entire context vector
with a constant positive learning rate, the pruning
mechanism (1) re-encodes the binding between the
item and the sampled portion of the context vector
only and (2) does so with a learning rate depen-
dent on the competition/conflict between retrieval
candidates. When conflict is low (e.g., when one
candidate dominates retrieval), re-encoding pro-
ceeds with a high learning rate; but when conflict
is high (i.e., when there is no “stand-out” can-
didate), re-encoding rate is lower and potentially
negative. When the learning rate becomes negative,
the learning is anti-Hebbian.21,24,25 This means that,
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Figure 2. Different samples taken from a context can lead to different levels of conflict between retrieval candidates. In this cartoon
example, A shows two content–context bindings stored in the weight matrix. (B) A set of unique elements are sampled from the first
context and used to retrieve a content representation that unambiguously matches the first content. As a result, the level of conflict
at retrieval is minimal. (C) A set of nonunique elements are sampled from the first context, resulting in the retrieval of a content
representation that is an ambiguous mixture of the first and second contents. As a result, the level of conflict at retrieval is high.

rather than adding the binding of the retrieved item
to the sampled portion of the weight matrix, it is
subtracted, resulting in weakening. Thus, bindings
of the content to unique components of the context
are strengthened, whereas bindings to ambiguous
context components are weakened, and sometimes
even removed. In this way, the content–context
bindings become more distinctive, and memory
performance should improve.

The sampling process is critical for the prun-
ing mechanism: It allows the retrieval and re-
encoding of subsets of the context elements that
vary randomly from one pruning operation to
the next. Some samples predominantly contain
context elements that are shared with other con-

texts, so the retrieved pattern in the content layer
is a blend of the items bound to multiple con-
texts. This results in substantial conflict between
candidates for retrieval, and the pruning algo-
rithm therefore weakens the bindings between
the retrieved item and the sampled context ele-
ments (Fig. 2C). Other samples predominantly
contain elements unique to the context sampled
from, resulting in low conflict, so the bindings of
the retrieved item to this subset of elements are
strengthened (Fig. 2B). Over multiple pruning oper-
ations, this process selectively strengthens bindings
of the retrieved item to nonoverlapping context ele-
ments and weakens bindings to overlapping context
elements.
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Figure 3. Example of how re-encoding strength changes with different values of g, x, and k.

The function we used to relate re-encoding
strength to conflict was

W( p)t +1
= W( p)t + 0.9

(
1/eg x + k

)
, (3)

where W(p)t is the portion of the weight matrix
associated with the sampled context (Fig. 2) at time
t, g is the conflict at retrieval (exact specification
below), x is a variable that influences the sensitivity
of re-encoding rate to conflict, and k is a parameter
affecting the overall level of re-encoding strength.
As discussed below, when k is positive, re-encoding
occurs with positive strength, irrespective of con-
flict; whereas when k is negative, re-encoding may be
negative and bindings weakened, particularly when
conflict is high.

We calculated the conflict measure g by (1) using
the sampled subset of the current context to retrieve
an approximation of the associated content, vi(p)′,
(2) determining the retrieval candidates’ normal-
ized similarities to vi(p)′; (3) calculating all pair-
wise products of these normalized similarities; and
(4) summing them (i.e., we calculated Hopfield
energy;26 see also Ref. 27). For instance, if three
candidates had normalized similarities of 0.2, 0.1,
and 0.7, g would be 0.2 × 0.1 + 0.2 × 0.7 + 0.1 ×
0.7 = 0.23, whereas if the similarity values were 0.3,
0.3, and 0.4, g would be 0.3 × 0.3 + 0.3 × 0.4 +

0.3 × 0.4 = 0.33. Thus, higher g values represent
more conflict at retrieval.

Figure 3 shows how the re-encoding function
responds as g, x, and k change. Higher values of
g (horizontal axis) lead to weaker re-encoding of
the retrieved representation. Changes in x (red ver-
sus blue lines) affect the steepness of the change
over g, whereas changes in k (solid versus broken
lines) affect overall re-encoding strength. Depend-
ing on the value of k, the re-encoding func-
tion can strengthen all re-encoded representations
(with strength dependent on retrieval conflict),
strengthen some and weaken others, or weaken
them all. This essentially allows the mechanism to
strengthen or remove portions of representations,
depending on their utility for retrieval. In this way,
our proposed mechanism bears a conceptual simi-
larity to the idea that experience leads to the prun-
ing of neuronal networks (e.g., Ref. 28). To test the
hypothesis that pruning representations improves
memory performance, we ran a series of simulations
applying the mechanism in different tasks. In simu-
lation 1, we investigated how immediate serial recall
of discrete items (e.g., a list of five words) benefits
from pruning. In simulation 2, we apply pruning
to a simulation of a continuous-reproduction test
of visual WM, in which participants memorize an
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array of three visual features and reproduce them
on a continuous scale. Simulation 3 was similar to
simulation 2, but pruning was directed at a single
context to simulate a scenario where attention is
directed to one element of the memory set (e.g.,
a retro-cue experiment). Finally, in simulation 4,
we investigated the effect of pruning in a complex
span task, in which five discrete memory items were
interspersed with five distractors. We assume that
attention (i.e., pruning) is applied only to the items,
and vary the opportunity for attending to items, as
in an experiment varying cognitive load.2

In each simulation, we varied x and k in our re-
encoding equation to find which values produced
optimal performance. Consistent with our hypoth-
esis, each simulation showed that the pruning mech-
anism improved performance under some (though
not all) circumstances. We describe these simula-
tions in detail below.a

Simulation 1: discrete memory items
and binary recall

Simulation 1 was based on the scenario of an
immediate serial recall task with words. In such
tasks, participants are presented with words and
asked to recall them in order. This requires partic-
ipants to bind the words to serial positions in the
list. In the simulation, positions were represented
by overlapping context vectors and words by
overlapping content vectors. Words were bound to
positions in a two-dimensional weight matrix.

We set the length of the context and content vec-
tors to 20 and 150, respectively; these values were
based on those used by Oberauer et al.,21 whose
publicly available code we adapted for our simu-
lations. For the context vectors, we created an ini-
tial prototype by drawing of values ± 1 with equal
probability. This prototype became the first context
vector. To create the remaining context vectors and
ensure that adjacent contexts were more similar than
nonadjacent contexts, each element of context i took
the value of the corresponding element of context
i − 1 with P = 0.5, and took a value from a new vec-
tor (randomly generated for each i in the same way
as the prototype) otherwise. For content vectors, we
started with a prototype created as described above,

aAll simulation code is available in the Appendix (online
only).

and generated each new vector by keeping elements
from the prototype content vector with P = 0.5. In
this way, similarity between all content vectors had
the same expected value.

In serial recall, valid responses include all words.
However, for computational simplicity, and because
we were unsure how the pruning mechanism would
function, we limited retrieval candidates to the ini-
tially encoded items.

To assess the pure effects of pruning, we did not
include any post-encoding memory deterioration
(e.g., decay and output interference) into the simu-
lation. Rather, once item–position bindings were
created, they were only affected by the pruning
mechanism itself. This also allowed us to test post-
pruning performance against a baseline condition
with items retrieved immediately (using the entire
cued context vector) after the entire memory set was
encoded. In other words, we compared a condition
where attention is applied to information in WM to
one where it is not. This comparison is motivated
by findings suggesting that more opportunities to
consolidate or refresh memory items improve serial
recall. For instance, when lists of visually displayed
words (or other verbal items) are presented at a
slower pace, so that people have more time to attend
to them, serial recall is improved.29

We assumed that attention would focus on
one item–context pair at a time, stepping through
the list repeatedly in forward order. At each step,
the simulation sampled from the currently attended
context a certain number of times (see below) and
pruned it before stepping to the next context. This
repetitive stepping was designed to incorporate the
idea of attention supporting memory through a
fast, automatic process, with operation durations in
the tens of milliseconds (e.g., Ref. 15). After variable
amounts of pruning, we tested performance by
simulating overt recall of all list items in order. To
evaluate the cumulative effects of pruning over var-
ious simulated time intervals, we allowed pruning
to cycle through the list 50 times, with overt recall
tested after each cycle. Unlike pruning, overt recall
always used the entire context vector as retrieval cue.

We used the re-encoding function from Eq. (3)
to relate conflict among retrieval candidates to
the strength with which the retrieved item was
re-encoded by associating it with the sample taken
from the cued context. We were unsure which values
of x and k would provide optimal performance,
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Figure 4. Examples of re-encoding function variable values that produced varying types of performance in simulation 1. The
solid black horizontal line in each panel reflects baseline (i.e., pruning-free) performance. Each different colored line indicates a
different number of times each context was sampled before stepping to the next context in the cycle.

so we varied these orthogonally across simulation
runs. We varied x between 1 and 10 (in increments
of 1), and varied k between –1 and 1 (in increments
of 0.1). Additionally, we orthogonally varied the
size of the samples taken from the context vector
(between 2 and 20 elements), and the number of
times each context was sampled before stepping to
the next (between 1 and 10 times).

Because the simulation includes random sam-
pling, we completed 50 simulation runs at each

level of x, k, sample size, and number of samples
and averaged results across these runs.b To obtain
a stable estimate of baseline performance without

bThere was still substantial variability after averaging
across 50 simulations. However, because we were testing
10 (x) × 21 (k) × 19 (sample size) × 10 (number of sam-
ples) different model configurations, completing even this
number of simulations took months of processing time,
making larger numbers of simulations impractical.
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Table 1. Parameter values that produced optimal target recall (simulations 1–4) and maximum distractor removal,
conditional on above-baseline target recall (simulations 3 and 4)

Simulation Parameter values producing optimal target recall

Parameter values producing greatest distractor

removal

1 x = 1, k = −1, sample size = 2, number of

samples = 1

N/A

2 x = 1, k = −0.4, sample size = 2, number of

samples = 3

N/A

3 x = 1, k = −0.2, sample size = 5, number of

samples = 1

x = 1, k = −0.1, sample size = 5, number of

samples = 1

4 x = 0.05, k = −1.1, sample size = 3, number of

samples = 1

x = 0.45, k = −1, sample size = 2, number of

samples = 2

Note: We define both measures with respect to performance after the 50th and final cycle.

pruning, we simulated 10,000 trials in which
overt recall of all five items immediately followed
encoding.

These simulations resulted in a massive amount
of data; consequently, we provide only illustrative
results here. Figure 4 shows the outcomes of simu-
lations involving different sets of values for x, k, and
sample size. In the bottom row, the left panel shows
the correct recall proportions for the simulations
with x = 1, k = −1, and two-element samples taken
from the context vector at each pruning step;c the
right panel shows the same for the simulations with
x = 9, k = −1, and 20-element samples taken from
the context vector (i.e., the entire context was used).
In the top row, both panels show simulations with
x = 1 and two-element context samples, but with
more positive values of k: 0 for the panel on the left
and –0.5 for the panel on the right.

As is evident, the effects of pruning across these
simulations differ greatly.d For the simulations in
the top row, pruning never improved performance;

c We use the term “cycle” to indicate one pass of the
pruning mechanism through each context of the entire
memory set, “step” to indicate the progress of the mech-
anism from one context to the next within a cycle, and
“operation” for each repetition of the pruning process on
the same context before stepping to the next context. In
other words, these simulations involved 50 cycles, each
including five steps (one for each context), of which each
included a variable number of operations.
dFor information about the parameter values that pro-
duced the best performance in this and the following
simulations, see Table 1.

rather, accuracy deteriorated as more cycles were
completed. For the simulation illustrated at the
bottom right, pruning only improved performance
above baseline with one operation per step. Even
then, accuracy decreased as more cycles were com-
pleted. In some conditions (particularly those with
more operations per step), accuracy approached
floor levels.

By contrast, for the simulation illustrated at the
bottom left, pruning initially improved recall in
all conditions, reaching a peak of approximately
89% correct. The speed with which this peak was
achieved depended on the number of operations per
step: with more operations, the peak was reached
after fewer cycles. However, conditions with more
operations also showed less stable performance:
After the peak, performance declined to below-
baseline levels. By contrast, with one operation per
step, recall accuracy was maintained above baseline
across all 50 cycles.

In summary, this simulation shows that pruning
can improve performance for discrete items bound
to discrete contexts. However, its effectiveness
depends on the parameter values used in the
re-encoding equation. The mechanism appears
to function better when small samples are taken
from contexts and when a context is only sampled
a few times in each cycle. To wit, pruning seems
to function best when contexts are sampled in
rapid succession. Finally, we found that pruning
is beneficial only with low k-values, when the
algorithm works primarily through removing
bindings (i.e., re-encoding them with a negative
strength) when conflict is high, rather than through
strengthening when conflict is low.
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Could the outcome have depended on specific
aspects of this scenario? Two stand out in particu-
lar. First, improvements might only have occurred
because the retrieval candidates were limited to the
five distinct items encoded, for the following rea-
son. Because the mechanism reduces the relative
strength of overlapping parts of bound representa-
tions, this essentially results in the removal of parts
of the bindings (particularly when k is negative,
as was true in the better-performing simulations
here). In simulation 1, this was beneficial because
the remaining parts of the item bound to its con-
text were more similar to the item initially bound to
that context than to the other items. Nonetheless, it
means that the remaining representation was sparser
than what was originally encoded. It was unclear
to us how this reduced representation would fare
with a larger and more diverse set of retrieval candi-
dates. Second, we were unsure whether pruning only
worked because of low similarity between retrieval
candidates. Dissimilar retrieval candidates should
allow for large differences in re-encoding strength
between context samples returning ambiguous and
unambiguous vectors: the former have substantial
conflict, the latter minimal conflict. In many situa-
tions where attention may improve WM function-
ing, the information being operated on is not so
discrete. For instance, in tasks that involve the repro-
duction of a feature on a quasicontinuous scale (e.g.,
Ref. 30), recalled information can take any value
on a scale that often includes hundreds of possible
responses (e.g., colors on a color wheel). In such sit-
uations, retrieval candidates could differ by as little
as 1◦, potentially leading to consistently high lev-
els of retrieval conflict. It was not clear to us that
the pruning mechanism would operate effectively
in such situations.

To address these concerns, and to investigate the
utility of pruning in a different scenario, we con-
ducted a second simulation.

Simulation 2: continuous memory items
and continuous recall

Simulation 2 investigated the effect of pruning in
a continuous-reproduction task,30 in which partic-
ipants encode a small array of visual items and are
asked to reproduce one item’s visual feature (e.g., its
color or orientation) on a continuous scale. This
simulation was motivated by two findings. First,
directing people’s attention to individual items in

an array during the retention interval (i.e., guided
refreshing) improves reproduction of these items’
features.14 Second, allowing participants more time
to attend to a stimulus of a sequentially presented
array leads to improved memory for that item.31 We
aimed to reproduce these beneficial effects of atten-
tion on WM for continuously varying features.

Simulation 2 mirrored the first in many respects
but also included notable changes. First, we reduced
the number of contexts and items encoded to three,
because this is a common estimate of the capacity
of visual WM (e.g., Ref. 32) and because we antici-
pated that the use of more, and more similar, recall
candidates would make the task harder.

Second, we created a set of 360 items reflecting
each angle in a circular space to represent stim-
uli from an experiment testing recall with a color-
or orientation-reproduction task.e Each item was a
360-element one-dimensional vector, with the value
assigned to each element taken from the density of
a Von Mises distribution with precision parameter
� = 5, centered on the item’s designated angle. Three
items were randomly selected to be encoded on any
trial.

Third, all 360 items were retrieval candidates. This
was designed to help determine whether pruning
still produced benefits with highly similar retrieval
candidates.

Fourth, we reduced the parameter search space.
Simulation 1 showed that pruning was most
effective with few operations on each context. In
simulation 2, we limited the maximum number of
operations to five (compared with 10 in simulation
1). Simulation 1 also showed that pruning pro-
duced best performance when k was �0. Thus, in
simulation 2, we only tested values between 0 and
–1. Both of these modifications were designed to
reduce the time taken to run the simulations.

Fifth, instead of using correct recall proportion
as our performance measure, we used the angular
deviation of the response from the encoded item.
This is a standard performance measure in delayed-
estimation tasks.

Finally, because content vectors contained
360 elements (rather than 150, as in simulation 1),
we reduced the number of units in the context layer

e We thank Sonja Peteranderl for creating the code we
adapted to achieve this (see Ref. 33).
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Figure 5. Examples of re-encoding function variable values that produced bad (left panel) and good (right panel) performance in
simulation 2. The solid black horizontal line in both panels reflects baseline (i.e., pruning-free) performance. Each different colored
line indicates a different number of pruning operations before moving to the next context in the cycle.

from 20 to 15 to keep the size of the weight matrix—
and with it the computation time—manageable.

In all other respects, this simulation matched its
predecessor. We again ran 50 simulations for each
set of parameter values and compared performance
to a baseline (simulated 10,000 times) with retrieval
immediately after all items were encoded. To exam-
ine how performance changed over more pruning
cycles, we recalled items from every context at the
end of each cycle, without overt recall affecting the
state of memory.

As before, we limit our presentation of results
to the most informative data. The left panel of
Figure 5 shows the average recall error when the
simulation was run with x = 1, k = −1, and with
two-element samples taken from the context vector
at each step. These values produced performance
that deteriorated as more cycles were completed.
Note that these values produced benefits in simu-
lation 1 (Fig. 4). The right panel shows the results
for the simulations with x = 1, k = –0.4, and two-
element samples. Here, with k increased to –0.4, per-
formance improved beyond baseline. Specifically,
whereas baseline performance led to a mean error
of approximately 18.5◦, post-pruning error dropped
to (and remained) as low as 11◦.

We take two lessons from these results. First, the
beneficial effects of pruning generalize from serial
recall of discrete items to reproduction of items

from a quasicontinuous feature space, with a set of
retrieval candidates including many highly similar
items. This resolves our concern that the improve-
ments in simulation 1 only resulted from its sim-
ple defining features. Second, good performance
required a value of k higher than in simulation 1.
This is probably because the average conflict was
higher here owing to the more numerous candi-
dates and their greater similarity. Higher conflict
translates into reduced strengthening; this is com-
pensated for by a higher (i.e., less negative) value
of k. With k = –1, even distinctive components of
each item–context binding would have been weak-
ened rather than strengthened. The higher optimal
k-value, allowing pruning to strengthen distinctive
components and weaken ambiguous ones, is con-
sistent with the idea that attention is most effective
when simultaneously amplifying target content and
inhibiting competitors (e.g., Ref. 34).

Simulation 3: attending to single items

In the simulations described thus far, we imple-
mented pruning as a mechanism that rapidly steps
through all bindings held in WM. This rapid step-
ping is how attention is usually thought to aid WM
in theories assuming a role for attentional refresh-
ing (e.g., Refs. 15, 18, and 35). In contrast, in the
retro-cue paradigm, attention is directed to subsets
of WM—particularly single items—and improves
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performance for attended items (e.g., Refs. 14, 21,
and 36). This retro-cue effect is remarkable because,
when the retro-cue is presented, the item is no
longer perceptually available, meaning attention
must operate on whatever information is already
in memory. For instance, Souza et al. found that
valid retro-cues decreased mean recall deviation by
up to 10◦ (approximately), depending on the size
of the memory set.37 We were interested in whether
pruning could produce benefits in an analogous sit-
uation when applied to one item–context binding
among many and without access to further percep-
tual information. This was not inevitable: In simu-
lations 1 and 2, the greatest benefit occurred when
each context was sampled only a small number of
times in succession, with larger numbers of con-
secutive operations usually leading to deterioration
in performance. Thus, pruning by repeatedly sam-
pling from the context of a single item may not
improve performance. We investigated this issue in
simulation 3.

Simulation 3 was based on simulation 2. Three
items were randomly selected from a 360◦ circular
space and bound to three contexts. All 360 items
were included as retrieval candidates. The major
difference between the simulations was that, in sim-
ulation 3, we simulated an experiment in which a
retro-cue indicates a single context (e.g., the spa-
tial location of one item), directing attention to that
context and, by implication, to the item bound to
it. We simulated this by sampling a single context
repeatedly and pruning its binding.

Because of the similarities between the simula-
tions, rather than again searching a large space of
parameter values for the re-encoding function to
find optimal ones, here we focused on values that
had produced superior performance in simulation
2. This allowed us to run more (200) simulations for
each set of parameter values and obtain less noisy
performance estimates.

Figure 6 shows average recall error for attended
(blue lines) and unattended (red lines) items in four
versions of the simulation. For the simulations dis-
played in the top row, two-element samples were
taken from the context in each operation, consistent
with the value that had previously produced supe-
rior performance. As is evident, improvements in
recall of the attended items were negligible. In fact,
in one simulation, the unattended items appear to
benefit more from pruning than the attended items.

Why did this occur, when the same parameter val-
ues had produced benefits in simulation 2? It results
from the fact that different types of samples can be
taken from a context, with different effects on the
representations bound to attended and unattended
contexts. We illustrate this schematically in Figure 7,
with a simple case where two-element samples are
taken from the attended context. The mechanism
can take three types of samples (the two-element
boxes in the figure) from this context (here, con-
text 1): unambiguous samples, where both elements
uniquely represent the attended context (the sam-
ple indicated by the solid box); ambiguous samples,
where both elements represent multiple contexts
(the sample indicated by the dotted box); and mixed
samples, where one element uniquely represents the
attended context, and the other encodes multiple
contexts (the sample indicated by the dashed box).
Ideally, unambiguous samples are re-encoded with
positive strength, benefitting the attended item–
context pair and with no effect on the irrelevant con-
text(s). This is illustrated in the figure by the richer
colors for sampled elements following the selection
of such a sample. Because these elements are absent
in the irrelevant context, bindings to it remain
unchanged. Ambiguous samples, by contrast, are re-
encoded with negative strength, benefitting both the
relevant and irrelevant context(s). This is illustrated
in the figure by paler colors for the sampled elements
following the selection of such a sample. Because
these elements are also present in the irrelevant con-
text, the item bound to it also benefits: its bindings to
the nonunique context elements are weakened. With
regard to mixed samples, however, the story is more
complicated. Depending on the parameter values of
the re-encoding function, mixed samples can lead to
either strengthening or weakening of the bindings
to the sampled elements. When they are strength-
ened, this does not greatly help the relevant context,
because bindings to both the unique and nonunique
element are strengthened. The irrelevant context
fares worse still, with only bindings to its nonunique
element strengthened. On the other hand, when the
sampled elements are weakened, the relevant con-
text still does not benefit, as bindings to both its
unique and nonunique element are weakened. How-
ever, it does help the irrelevant context, because only
the binding to its nonunique element is weakened.

In this simulation, unlike its predecessor, one con-
text was always attended. If pruning steps through
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Figure 6. Examples of re-encoding function variable values that produced bad (top row) and good (bottom row) performance in
simulation 3. The solid black horizontal line in each panel reflects baseline (i.e., pruning-free) performance. The blue lines show
recall for the attended (i.e., pruned) items; the red lines show recall for the unattended items.

all contexts (as in simulation 2), and there are
more than two contexts, then any context is usually
unattended. Thus, negative re-encoding strength
for mixed samples is beneficial, all things consid-
ered. However, when only one context is attended,
these benefits are only conferred on the other item–
context bindings. This means that, with a sample
size of two, the mechanism can have varying effects
on the unattended contexts (i.e., making them better
or worse over time, depending on the re-encoding
strength for mixed samples), but benefits for the
attended context are limited.

With sample sizes greater than two, the distinc-
tion between levels of representational ambiguity is
not so clear-cut: mixed samples will sometimes have
more unique elements (and thus lower overall ambi-
guity), and will sometimes have more nonunique
elements (and thus higher overall ambiguity). We
reasoned that this increased gradation should allow
for more effective pruning and thus tested perfor-
mance with larger sample sizes. The bottom row of
Figure 6 shows the results of two such simulations,
both with five-element samples. As is evident, larger
samples allow the pruning mechanism to enhance
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Figure 7. Schematic illustration of the effect of taking different types of size-two samples on an attended context (context 1) and
an unattended context (context 2). Unambiguous samples (solid box) are strengthened, benefitting the attended context and having
no effect on the unattended context. Ambiguous samples (dotted box) are weakened, benefitting both contexts. Mixed samples
(dashed box) have a limited effect on the attended context but have a negative impact on the unattended context if strengthened
(lower left case, marked by +), and a positive impact if weakened (lower right case, marked by –). Encoding strength is denoted
here by color intensity: more intense colors indicate stronger encoding and less intense colors indicate weaker encoding.

the attended items’ representations, albeit at the cost
of deteriorated representations of unattended ones.

The outcome of this simulation shows that
pruning can reproduce (qualitatively) the benefits
obtained in experiments where attention is focused
on single items (e.g., retro-cue experiments9,14,38).
Note, however, that this is a situation where a pure
strengthening mechanism would likely also produce
the expected pattern: domination of retrieval by
attended items at the expense of unattended items
(i.e., performance improvement for cued items and
deterioration for uncued items). As such, in this
case, pruning simply provides an alternative answer
to the question of how attention can improve
performance.

Simulation 4: removal by pruning?

In simulations 1–3, our focus was on how prun-
ing affects recall for attended items. However, as
simulation 3 showed, pruning can affect attended
and unattended items differently. In simulation 4,

we further developed this idea through simula-
tions inspired by the complex span paradigm (e.g.,
Refs. 39–41).

In complex span tasks, participants are sequen-
tially presented with stimuli and asked to remember
some and operate on (but not remember) others.
Importantly, these stimuli are interleaved, poten-
tially causing interference between the memory and
nonmemory stimuli. Typically, the greater the pro-
portion of task time during which participants’
attention is diverted from the memory stimuli (i.e.,
the cognitive load), the worse their performance. For
instance, when participants read numerals aloud
between memory stimuli, Barrouillet et al. found
that presenting more numerals during a shorter time
window led to a reduction in memory span, which
dropped from more than five to fewer than three
in the most extreme conditions.2 Here, we tested
the effect of pruning when all stimuli were encoded,
but only the representations of the memory stimuli
were pruned. If simulation 3 offered any guide, it
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may be possible to prune these representations so
that the distractors are deleted from memory. If so,
this would offer a synthesis of accounts of complex
span performance that suggest attention strength-
ens relevant information (e.g., Refs. 2, 7, and 16)
and accounts assuming it removes irrelevant infor-
mation (e.g., Refs. 5, 6, and 21).

Simulation 4 was based on simulation 1: five dis-
crete items were encoded into five contexts, and the
pruning mechanism stepped through the contexts
one by one. After each cycle, overt recall was tested
using the entire context of each item as a retrieval
cue. Recall after various amounts of pruning was
compared to recall in a pruning-free baseline. The
dependent measure was correct recall proportion at
the conclusion of each cycle.

Here, we added some new features to this
scenario. First, in addition to the memory items,
we encoded five distractors into five new contexts,
following each memory item (i.e., there were 10
contexts in total). The distractors’ contents were
generated identically to those of the memory items.
Though complex span tasks frequently use different
material for secondary tasks and memory items,
by creating all items identically we avoided having
to make assumptions regarding distractor/memory
item similarity. Second, distractors were included
as retrieval candidates, enlarging the size of this set
to 10. Finally, we tested retrieval for both memory
items and distractors using their associated con-
texts. We could thus compare effects of pruning
on attended and unattended contents of WM and
examine how they changed as more cycles were
completed. This variation of the simulated time for
pruning simulates the effect of cognitive load in
complex span.2

We first tested the simulation using parameter
values that had produced benefits in simulation 1.
However, as these values did not produce the same
benefit with 10 bindings (and retrieval candidates)
instead of five, we engaged in another set of searches
for optimal values, using larger ranges for x and k.
We orthogonally varied the size of the samples taken
from attended contexts (2–15 elements), and the
values of x (0.01–1.5) and k (–1 to 1.5); the number
of operations per step was fixed at one. We then ran
further simulations using parameter values that had
produced distinctive performance in the searches,
but manually increased the number of operations
per step. We averaged performance across 50 sim-

ulations with each set of values. We also calculated
two baseline conditions: one for recall of the mem-
ory items and one for recall of the distractors. This
was because contexts with the simplex structure of
similarity used here (i.e., similarity decreasing with
distance on one dimension) inherently produce a
serial position curve (e.g., Ref. 42); as items and dis-
tractors were encoded into consecutive but different
serial positions, using a single baseline could have
been misleading regarding pruning’s effects.

Figure 8 displays selected results showing cor-
rect recall proportions for attended and unattended
stimuli (i.e., memory items and distractors, respec-
tively). The top row shows results obtained from
our initial parameter searches: the left panel shows
the simulations producing optimal memory item
recall, whereas the right panel shows results from
the simulations producing the greatest advantage
for items over distractors, considering only simu-
lations where item recall improved beyond base-
line. As is evident, item recall improved in both
cases, but distractors were not removed. However,
as the bottom row shows, when we included more
operations per step, pruning enhanced item recall
and led to deterioration for distractors. The left
panel shows a simulation with three operations per
step, and the right panel shows a simulation with
two operations per step. In both cases, there was
a small but noticeable divergence of performance
for memory items and distractors, consistent with
the idea that pruning the former can automatically
remove the latter. Note that all of these simulations
used values of x below 1: this leads to a steeper
encoding drop as energy increases, thus more
severely punishing samples returning ambiguous
content.

One unexpected finding from these simulations
was that, with some parameter combinations,
pruning the memory items’ representations
substantially improved distractor recall. In some
simulation runs, distractor recall accuracy was as
high as 95%, even when item recall remained close
to baseline. This is inconsistent with any empirical
data we are aware of. Nonetheless, simulation 4
shows that, with appropriately chosen parameter
values, pruning can improve performance for
attended representations (i.e., memory items) in
complex span tasks while simultaneously removing
distractors. As such, the pruning algorithm provides
a potential means of synthesizing strengthening
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Figure 8. Examples of re-encoding function variable values that produced differing performance in simulation 4. The solid black
horizontal line in each panel reflects baseline (i.e., refining-free) performance for items encoded into attended contexts; the dotted
black horizontal lines reflect baseline performance for items encoded into unattended contexts. The blue lines show recall for the
attended (i.e., refined) items; the red lines show recall for the unattended items. The top row shows simulations from our parameter
searches; the bottom row shows simulations with more operations per step (three for the left panel and two for the right panel).

(e.g., Ref. 7) and removal (e.g., Ref. 21) accounts of
complex span performance.

Discussion

Our aim was to test an alternative to the pure
strengthening account of attention in WM. This
alternative uses attention to selectively strengthen
parts of content–context bindings within a dis-
tributed memory model and weaken others,

depending on their uniqueness in encoding a
binding; in other words, it prunes the bindings. In
simulation 1, we showed that pruning can enhance
recall of a limited set of discrete items above
baseline levels. In simulation 2, we showed that
recall from a larger set of quasicontinuous items
is also enhanced by pruning. In simulation 3, we
showed that applying the mechanism to individual
representations within the continuous space can
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benefit those representations, at the cost of worse
recall for unattended representations. Finally, in
simulation 4, we showed that pruning can also
enhance recall of discrete items interspersed with
distractors. Together, these results show that prun-
ing provides a viable—if imperfect—candidate for
the role of attention in WM in a variety of tasks.

Our pruning model adds to the literature out-
lining the benefits of an attentional and mem-
ory system that implements selectivity by jointly
strengthening relevant and suppressing (inhibit-
ing and removing) irrelevant representations. For
instance, Anderson et al.43 showed that the retrieval
of selected information results in the suppression of
competing representations (i.e., retrieval-induced
forgetting). This suppression is a direct consequence
of recall, rather than simply a side effect of increased
target representation strength.44 Wimber et al. mea-
sured competitor inhibition at a neural level: the
act of repeated recall directly suppresses neural
activity of similar information.45 In WM, there is
also evidence that inhibition plays a role in main-
taining task-relevant information in the face of
distractors.46 Given these findings, it is perhaps not
surprising that a model of attention within WM
itself should operate most effectively when it can
both strengthen and weaken representations.

Recently, other researchers have proposed con-
ceptually similar mechanisms in accounts of related
phenomena. Antony et al.47 proposed a theoreti-
cal account of consolidation in which reactivation
differentiates memories by reducing their overlap,
minimizing competition at retrieval. Their account
built on earlier work by Norman et al.,48 whose
neural network model of retrieval-induced forget-
ting involved selective strengthening of weak units
underlying a target representation and selective
weakening of strong competitors from nontarget
representations. This can be accomplished by regu-
lar alternations between excitation and inhibition of
a target representation, which can be used to identify
and strengthen or weaken these units.49 The pruning
mechanism we propose shares several features with
these accounts: it relies on competition as a source
of memory differentiation, it uses both strength-
ening and weakening to achieve its ends, and it is
more effective when interrepresentational conflict
is greater (see Appendix, online only). The novel
feature that distinguishes our pruning algorithm
from similar mechanisms is the way it uses sam-

pling to differentiate representations. One avenue
for future research would be to implement differ-
ent forms of competition-based differentiation in
the same basic distributed memory framework and
determine when they produce similar or different
outcomes.

Owing to the relatively exploratory nature of this
work, questions about the functioning of the prun-
ing mechanism remain. First, what relationship is
there between task characteristics like the average
interitem similarity of retrieval candidates or the
number of bindings encoded and the optimal form
of the function relating energy (i.e., retrieval con-
flict) to re-encoding strength? The function we used
was based on our intuition about what relation-
ship might lead to beneficial effects. However, given
the different values that produced optimal perfor-
mance across simulations, there seems ample scope
to more systematically relate the function’s form
to characteristics of the scenarios where pruning
occurs. Finding such a relationship would increase
the plausibility of a pruning-like mechanism as a
candidate for explaining the operation of attention
in WM.

Second, how does the process of pruning repre-
sentations interact with other mechanisms thought
to affect information in memory? A prime exam-
ple of such a mechanism is decay, which is central
to numerous accounts of WM performance (e.g.,
Refs. 7, 42, and 50). We did not implement decay in
these simulations, owing partly to a desire to keep
them simple (to better assess the effects of pruning)
and partly to aid us in determining whether prun-
ing could improve performance beyond baseline.
Nonetheless, given decay’s importance to influential
WM models, learning how it interacts with pruning
could aid understanding of where and when prun-
ing might replace or supplement other theorized
attentional processes. Doing so could help decay
theories overcome the impasse that arises from the
discovery of serious limitations in how well purely
strengthening-based forms of rehearsal and refresh-
ing can counteract decay.19

Finally, we note that a pure strengthening account
of attention in WM can be considered a special case
of the pruning mechanism. For instance, using our
re-encoding equation, if x is set to 0, re-encoding
strength no longer depends on retrieval compe-
tition; if the sample size matches the size of the
entire context, then each pruning simply involves
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retrieving something from the entire context and re-
encoding it with a constant strength (dependent on
the value of k). One implication is that attempts to
empirically dissociate strengthening from pruning
can, at best, only support pruning over strength-
ening: The former can mimic the latter, but not
vice versa. Nonetheless, it would be informative to
discover the circumstances under which attention
operates in a more-or-less strengthening-like man-
ner. This may provide a useful frame for viewing
future investigations on this topic.
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Additional supporting information may be found
in the online version of this article.
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The authors discovered an error in the code used to run Simulation 1, which resulted in details of the
simulation being inaccurate. As a result, the authors provide below Figure 4 and Table 1 with the correct
results.

Note that these corrections do not affect the substantive conclusions of the paper, but only which parameter
values produced better and worse performance in Simulation 1.

The authors apologize for the error.

Table 1. Parameter values that produced optimal target recall (simulations 1–4) and maximum distractor removal,
conditional on above-baseline target recall (simulations 3 and 4)

Simulation

Parameter values producing optimal target

recall

Parameter values producing greatest

distractor removal

1 x = 0.3, k = −1, sample size = 3, number of

samples = 1

N/A

2 x = 1, k = −0.4, sample size = 2, number of

samples = 3

N/A

3 x = 1, k = −0.2, sample size = 5, number of

samples = 1

x = 1, k = −0.1, sample size = 5, number of

samples = 1

4 x = 0.05, k = −1.1, sample size = 3,

number of samples = 1

x = 0.45, k = −1, sample size = 2, number

of samples = 2

Note: We define both measures with respect to performance after the 50th and final cycle.
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Figure 4. Examples of re-encoding function variable values that produced varying types of performance in simulation 1. The
solid black horizontal line in each panel reflects baseline (i.e., pruning-free) performance. Each different colored line indicates a
different number of times each context was sampled before stepping to the next context in the cycle.
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